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Abstract
Towards bridging the gap between passively and actively secure

multiparty computation (MPC), the use of sublinear distributed

zero-knowledge (DZK) proofs gained popularity. Such proofs en-

able extending a passively secure protocol by adding a verification

step whose communication is sublinear in the circuit size. For ar-

bitrarily many parties and a dishonest majority, adding a trusted

dealer enables efficient computation, as recently shown by As-

terisk (IEEE S&P’24) without requiring DZK. This setting is also

compatible with DZK, as shown by Boyle et al. (CRYPTO’21). Un-

fortunately, their approach is not tailored to computation over a

ring Z
2
𝑘 , often favored for concrete efficiency and practicality, re-

sulting in high computational overhead. In the honest majority

setting with few parties, Li et al. (CCS’24) optimized DZK to rings,

achieving significant performance improvements.

In this work, we propose the first sublinear verification protocol

that is both, designed for the 𝑛-party dishonest majority setting

with a dealer, and tailored to computation over a ring Z
2
𝑘 , com-

bining and improving upon both approaches above. Previous ap-

proaches used 𝑛 DZK proofs to check correct behavior for each

individual party. Instead, we show how to verify in a single, novel

DZK proof that all parties together behave correctly. This decreases
the communication complexity for verification from O(𝑛 · log𝑚)
toO(𝑛+log𝑚) ring elements per party for𝑚multiplications. Hence,

for the first time, active security using DZK scales well with the

number of parties 𝑛. We provide the first public implementation for

DZK with arbitrary 𝑛 and a dealer and show its practical efficiency.

For𝑚 = 10
6
multiplications across 30 layers, communication in-

creases by only 0.7% over the passively secure base protocol with

only moderate computation overhead. This becomes especially use-

ful in a WAN setting, where we achieve active security at only 34%

run time overhead over the passive variant. Compared to Aster-

isk (IEEE S&P’24), our protocol has 1.8× better communication and

improves run time by 2.5× in WAN and 11.9× in LAN.
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1 Introduction
The rapid growth of automated collection and processing of pri-

vate information raises substantial privacy and security concerns.

As a current example, large language models are trained on enor-

mous data sets, often while disregarding privacy concerns. Yet,

utilizing private, distributed data is possible without disclosure of
private information by using modern cryptographic tools such as

secure multiparty computation (MPC). There already exists a di-

verse toolkit of highly-efficient MPC protocols, e.g., [2, 3, 20], that

protect against an adversary that is passive, i.e., tries to derive addi-

tional information from its messages seen without actively trying to

change the computation, and that is only able to corrupt a minority

of parties (called the honest-majority setting). A more challenging

problem is to achieve good efficiency when the adversary is even

active, i.e., it can behave arbitrarily and can also corrupt an arbi-

trary subset of parties (called the dishonest-majority setting). This

is highly relevant as assuming the adversary to stay passive is a

strong assumption. Similarly, an honest majority is a rather strong

assumption, especially in settings with only a few parties.

For active adversaries and a dishonest majority, the most promi-

nent protocol is SPDZ [26] with many variants [6, 22, 24, 38] based

on that approach. There, the additional protection against an active

adversary comes at a cost that is linear in the size of the function

to be computed, leaving a large gap in costs between passively and

actively secure MPC. For the honest majority setting, the use of dis-

tributed zero-knowledge (DZK) proofs based on a primitive called

Zero-Knowledge Fully Linear Interactive Oracle Proof (zk-FLIOP) has
emerged as an option to achieve active security at zero amortized

communication overhead over passively secure MPC protocols [7,

10, 11]. This was then translated to a dishonest majority in [12].

In our work, we investigate the efficient use of DZK for an (𝑛+1)-
party setting which extends the active security, dishonest majority

setting by a non-colluding, trusted dealer that provides the other

parties with correlated randomness. Using such a dealer has two key

advantages: First, it eliminates the need for expensive asymmetric

cryptography and relying on their hardness assumptions. Second, it
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enables a communication cost per party and multiplication which is

constant instead of linear in the number of parties 𝑛, yielding better

scalability. Our dealer is a true dealer and not just a helper: It can

provide correlated randomness for many computations during the

offline phase and then leave. Later, once the other parties know their

actual protocol inputs, they can execute the highly efficient online
phase entirely without the dealer. For instance, this dealer could be

an additional impartial institution providing correlated randomness,

similar to [9, 38]. For the approach of SPDZ [26], Asterisk [38] has

recently shown that using such a dealer yields communication im-

provements of multiple orders of magnitude compared to not using

a dealer. Finally, as demonstrated in [12], the dealer can later also be

collectively emulated by the parties using a generic MPC protocol.

As MPC protocols with a distributed dealer have not yet been imple-

mented, the practicality of this approach needs to be investigated

further and we provide directions in our full version [16, §D].

MPC over Rings. Many applications of MPC require to compute

linear operations in the form of additions and multiplications. Be-

cause multiplication is relatively large when expressed as a Boolean

circuit, arithmetic computation is usually done with multi-round

protocols based on arithmetic linear secret sharing. Possible MPC

applications that heavily use arithmetic operations include privacy-

preserving machine learning (e.g., linear regression, logistic re-

gression, support vector machines, neural networks, graph neural

networks, and transformers), privacy-preserving biometric identifi-

cation, graph algorithms, and many more. Further applications are

given in mixed-protocol MPC frameworks like [13, 28, 31, 36, 48].

While there are many MPC protocols that are designed to work

over a field F, e.g., [6, 25, 26, 33, 38], computation over a ring Z
2
𝑘

is a much more natural choice for applications and users of MPC.

The ring Z
2
𝑘 for 𝑘 = 32 corresponds to a 32-bit integer, which

is available in essentially all high-level programming languages.

This gives users a natural interface and datatype for using MPC

and is supported by many MPC compilers that compile from a

high-level or domain-specific language into an arithmetic or mixed

boolean/arithmetic circuit over rings, e.g., [13, 14, 18, 21, 29, 30,

35, 40, 43, 50]. Additionally, a ring allows for natural MPC pro-

tocols for bit decomposition to achieve mixed-mode MPC proto-

cols that combine arithmetic circuits for linear operations and

Boolean circuits for non-linear operations [13, 28, 48], e.g., for

privacy-preserving machine learning applications. Finally, as rings

of sizes 𝑘 ∈ {16, 32, 64, . . . } also have corresponding CPU instruc-

tions, the concrete computation complexity of such operations is

much better than when computing over a field [22].

While MPC over rings has many benefits, it is often more chal-

lenging to achieve. Some actively secure protocols for a dishonest

majority [22, 24] work over a ring that needs to be extended by

statistical security parameter 𝜎 many bits. For 𝑘 = 32 and 𝜎 = 40,

these protocols work over a ring with at least 𝑘 + 𝜎 = 72 bits,

which more than doubles the concrete online communication. Us-

ing DZK [12] enables active security at negligible communication

overhead, but works over a Galois ring extension, resulting in sub-

stantial computational overhead. In [45], it was shown how a novel

zk-FLIOP construction specifically designed for rings enables sig-

nificantly faster computation; however, it operates in an honest

majority setting with a low number of parties. Our protocol for

the first time achieves the best of both worlds in the (𝑛 + 1)-party
setting: concretely efficient communication and computation.

1.1 Our Contributions
Active Security for MPC on Z

2
𝑘 at a Low Concrete Overhead.

For the dishonest majority (𝑛 + 1)-party setting (𝑛 parties and

a trusted dealer), we provide the first sublinear distributed zero-

knowledge proof which is specifically designed for rings Z
2
𝑘 . In

contrast, prior works are natively for fields and their extension

to a ring Z
2
𝑘 has high overhead, especially in computation. By

extending a passively secure protocol using our proof, we provide

an actively secure MPC protocol at an additional communication

cost logarithmic in the size of the evaluated arithmetic circuit. Our

proof combines ideas from the approaches of [12] (which shares

our setting, but is designed primarily for fields) and [45] (which

is designed for Z
2
𝑘 , but restricted to an honest majority setting

with few parties). In contrast to [12], we use slightly larger rings

instead of computationally expensive interpolation on a Galois ring

extension. We also provide support for securely evaluating dot

products in the full version of this paper [16, §F]. Furthermore, we

make the following improvements:

New Optimizations for Distributed Zero-Knowledge (DZK).
In our proof, all parties except for the dealer act simultaneously as

prover and verifier within a single, joint proof, while the dealer acts

as an additional verifier. This contrasts prior approaches [7, 12, 45],

where each party acts as a prover in a separate proof, which resulted

in the total complexity per party increasing linearly in the number

of parties 𝑛. For proving statements of size𝑚, we decrease the total

proving complexity from O(𝑛 · log𝑚) to O(log𝑚) ring elements

plus low 2𝑛𝜅 bits per party, where 𝜅 is the computational security

parameter. By doing so, we for the first time achieve good scalability

to many parties. Furthermore, we utilize PRF-based optimizations

and prove their security, which also translates to [45] who omitted

this due to lack of security arguments that we provide in the full

version of this paper [16, §E.1].

First Implementation of DZK-based MPC for Arbitrarily
Many Parties.We provide a full implementation of our protocol

for Z
2
𝑘 , including our novel DZK proof at https://encrypto.de/code/

TheOneProof. To the best of our knowledge, this is the first imple-

mentation of DZK on Z
2
𝑘 in a dishonest majority setting, as well as

the first implementation of DZK for an arbitrary number of parties.

Extensive Evaluation and Comparison. Using our implementa-

tion, we benchmark our protocol for varying numbers of parties 𝑛,

circuit sizes𝑚, and network settings. For𝑚 = 1 million multipli-

cations across 30 layers and 𝑛 = 3 parties, our protocol requires

less than 5.2 MiB communication per party, taking 0.6 s in a LAN

and 6.2 s in a WAN setting. On top of the passively secure proto-

col, our verification to achieve active security adds less than 1%

more communication and run time overheads of only 148% in LAN

and 34% in WAN. We also compare to Asterisk [38], which provides

active security over fields in the (𝑛 + 1)-setting based on non-DZK

verification, improving both offline and online. Asterisk’s bottleneck

is its offline phase, where we improve communication by more than

3× and run time by at least 29× in LAN and 9× in WAN. We also

improve online performance. As for DZK-based works, no imple-

mentation is publicly available. Hence, we compare the estimated

https://encrypto.de/code/TheOneProof
https://encrypto.de/code/TheOneProof
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Table 1: Overview and comparison with related works. All works are in the (𝑛 + 1)-party dishonest majority setting and use
function-dependent preprocessing (some works originally use function-independent preprocessing, but are rewritten here for
function-dependent preprocessing). Parameters: finite field F, ring Z

2
𝑘 of bitlength 𝑘 , statistical security parameter 𝜎 , and𝑚

multiplication gates. Asymptotics are given w.r.t. the number of parties 𝑛 and multiplications𝑚.

F 1 × F 2 × F — — O(𝑚) × F
Z
2
𝑘 1 × Z

2
𝑘 2 × Z

2
𝑘 — — O(𝑚) × Z

2
𝑘

F 3 × F 2 × F O(𝑛) × F O(1) O(𝑚) × F
Z
2
𝑘 3 × Z

2
𝑘+𝜎 2 × Z

2
𝑘+𝜎 O(𝑛) × Z

2
𝑘+𝜎 O(1) O(𝑚) × Z

2
𝑘+𝜎

F 1 × F 2 × F O(𝑛 · log𝑚) × F O(log𝑚) O(𝑛 ·𝑚) × F
Z
2
𝑘 1 × Z

2
𝑘 2 × Z

2
𝑘 O(𝑛 · log𝑚) × (Z

2
𝑘 )≥𝜎 O(log𝑚) O(𝑛 ·𝑚) × (Z

2
𝑘 )≥𝜎

Ours Z
2
𝑘 1 × Z

2
𝑘 2 × Z

2
𝑘 O(𝑛 + log𝑚) × Z

2
𝑘+O(log𝑚) O(log𝑚) O(𝑛 +𝑚) × Z

2
𝑘+O(log𝑚)

approach domain

amortized communication

per multiplication (×𝑚)
additional, sublinear (in𝑚)

communication per party

(offline + online)

verification

rounds

computation

per party
offline

(from D)

online

(per party)

Passively Secure Baseline

e.g. [20]

SPDZ Approach with MACs

e.g. [22, 26, 38, 49]

DZK Proofs Approach

[9, 12]

communication costs and discuss the expected computational bot-

tleneck, establishing our approach as the new state of the art.

1.2 Comparison to Related Work
Passively Secure Baseline. For passively secure computation in a

dishonest majority, the GWM-protocol [32] remains a popular

choice. These days, it is common to compute secret shared Beaver

triples [4] in an input- and function-independent offline phase, i.e.,

triples (𝑎, 𝑏, 𝑐) where 𝑐 = 𝑎 · 𝑏. These triples can be computed, e.g.,

using oblivious transfer (OT) [28] or silently by pseudorandom

correlation generators (PCGs) [8], or simply be distributed by a

trusted dealer [37]. In the online phase, once the parties’ inputs are

known, a circuit is evaluated, consuming one triple for each multi-

plication. Using masked secret sharing, ASTRA [20] improves upon

that using a function-dependent preprocessing in the (2+ 1)-setting,
i.e., with two parties and a trusted dealer. This approach enables

to cut online communication cost in half, which is why we focus

on the function-dependent case in this paper. It generalizes to an

arbitrary (𝑛+1)-setting as can be seen, e.g., in [38] when leaving out
the parts required to reach active security. The resulting protocol

serves as a passively secure baseline protocol in our work, to which

we compare our actively secure protocol to determine the overhead

for achieving active security. Tab. 1 provides the complexity for

this protocol on domains F or Z
2
𝑘 .

For reaching active security, works in the 𝑛 or (𝑛+1)-setting

follow the same blueprint: The prior passively secure protocol is

executed optimistically and an additional verification step is added

at the end of the computation, just before any output is revealed.

The primary two options for this verification are as follows:

SPDZ Approach with MACs. SPDZ [26] provides a method to com-

pute on authenticated shares over a field F by using MAC values.

For each multiplication triple (𝑎, 𝑏, 𝑐), SPDZ additionally uses the

triple of MACs Δ · 𝑎,Δ · 𝑏,Δ · 𝑐 , where Δ is kept secret. This type

of correlated randomness yields an efficient subprotocol to verify

correctness, with a constant number of rounds and communication

cost that is independent of the circuit size. However, for a circuit

with𝑚 multiplication gates, the correlated randomness size is in-

creased by O(𝑚 · 𝜎), where 𝜎 is the statistical security parameter.

Assisted MPC [49] has extended SPDZ, originally without a dealer,

to the (𝑛 + 1)-setting. While these works use function-independent

preprocessing, they can be restructured into function-dependent

preprocessing protocols as shown by Asterisk [38] (with a dealer
1
)

and Turbospeedz [6] (without a dealer). This leads to an amor-

tized communication overhead per multiplication over the passively

secure baseline by 3× offline, while the online phase only has a

communication overhead independent of the circuit, as shown in

Tab. 1. We benchmark Asterisk against our protocol in §5.2.8.

To profit from the benefits of computations over a ring Z
2
𝑘 , an

extension of the SPDZ approach is needed, known as the SPDZ
2
𝑘 -

trick [22]. This requires to lift computation to a larger ring Z
2
𝑘+𝜎 for

statistical security parameter 𝜎 to ensure its correctness modulo 2
𝑘
.

This introduces an additional overhead of 𝜎 bits per value, but

otherwise leaves the costs unchanged. While [38] is for function-

dependent preprocessing in the (𝑛+1)-setting over a field F, we can
combine it with the SPDZ

2
𝑘 -trick to obtain the costs for SPDZ-style

active security for a ring Z
2
𝑘 shown in Tab. 1.

Distributed Zero-Knowledge (DZK) Proofs. Alternatively, sublinear
distributed zero-knowledge (DZK) proofs, introduced by Boneh

et al. [7], can be used to go from passive to active security at

zero amortized cost per multiplication. These proofs rely on an

abstract primitive called Zero-Knowledge Fully Linear Interactive Or-
acle Proofs (zk-FLIOP). In the honest majority setting, this approach

was used to close the gap between passive and active security by sev-

eral works [10, 11, 34]. Boyle et al. [12] then showed how to extend

it to the dishonest majority setting with a dealer. The main strength

of this technique in the dishonest majority setting, as introduced

by [12], is that the dealer does not need to authenticate each triple

separately, but instead only provides a batched authentication that

is used in the DZK-based verification protocol. Hence, in contrast

1
Asterisk [38] actually uses a helper that participates also in the online phase for the

final verification to achieve fairness. Yet, a dealer version for security with abort can

be obtained, e.g., using techniques from [26].
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to using the SPDZ approach, the offline communication from the

dealer per multiplication remains the same as in the passively secure

baseline (see Tab. 1). DZK-based verification over F2 in the (2 + 1)-
setting was recently implemented and shown to be practical in [9].

In the previous DZK-based works, the verification complexity

scales logarithmically with the number of multiplications𝑚, and

linearly in the number of parties𝑛, because one zk-FLIOP is used per

party. The verification’s round complexity is logarithmic, too, com-

pared to the constant round complexity for the SPDZ approach.
2

When used over rings, the aforementioned works do not require

using a larger ring during circuit evaluation, but only for the amor-

tized verification part. Hence, the online cost per multiplication

matches the passively secure case in contrast to using the SPDZ
2
𝑘 -

trick. Although very promising, this approach has a significant

drawback. As [12] relies on polynomial interpolation, translating

it to a ring requires using a Galois ring extension for verification,

which increases the size of the number representation by more

than 𝜎× for statistical security parameter 𝜎 . Moreover, both poly-

nomial interpolation and computation on this extension ring are

serious computational bottlenecks.

As summarized in Tab. 1, our protocol has the same amortized

communication cost per multiplication gate as the previous DZK

approach, but we achieve lower overall communication and, in

contrast to [12], better scalability for many parties 𝑛. We compare

concrete communication costs in §5.1. Moreover, we reduce the

computation costs over the prior approach by not relying on Galois

extension rings. We discuss the expected resulting savings in §5.2.7.

In the honest majority settingwith few parties, [45] provides a zk-

FLIOP construction specifically designed for computation on Z
2
𝑘 ,

yielding significant performance improvements compared to using

Galois ring extensions. While originally for another setting, their

construction serves as a starting point for our novel verification

method, alongside techniques used by [12] to enable the use of DZK

in our (𝑛+1)-setting. In contrast to [12, 45], we for the first time use

a single joint proof, instead of one proof per party, thereby achieving

good scalability to many parties. Recently, [44] proposed further op-

timizations that use computation over both Z
2
𝑘 and prime fields in

an honest majority setting for three parties. Translating these opti-

mizations to our setting may be possible and further improve perfor-

mance, and we leave a thorough investigation of that to future work.

Orthogonal Directions. For MPC protocols with a trusted dealer,

this dealer may be replaced by trusted, local hardware modules

as demonstrated, e.g., in [27, 46]. In this work, we consider arith-

metic secret sharing requiring multi-round protocols. There are

also alternative constant-round approaches, such as arithmetic gar-

bling [1, 47], but they require more communication. Mixed-mode

MPC protocols, e.g., [28, 31, 42], allow to combine arithmetic and

binary computation for practical applications, using different sub-

protocols for different domains. Our work can provide the arith-

metic domain to such a mixed-mode protocol. The protocol Aux-

iliator from [17] in the (2 + 1)-setting considers an extension of

passively secure ASTRA [20], where only the dealer is allowed to

deviate from the protocol while the parties can only be corrupted

passively. This is the reverse situation to our setting with a trusted

2
There also exists a constant-round variant at the cost of higher communication. We

do not consider that here as we focus primarily on minimizing communication volume.

dealer, but potentially malicious parties. We discuss how both ideas

may be merged in the full version [16, §D].

Remark on the Use of PCGs. Pseudorandom Correlation Genera-

tors (PCGs) [8] can reduce offline costs by enabling the dealer to

distribute short seeds from which the parties locally compute their

shares of triples. However, currently, efficient PCG constructions

neither exist for function-dependent correlations that we use in

this work or for authenticated triples used in the SPDZ approach.

Hence, we cannot use them to reduce the offline costs in Tab. 1.

Organization
After the preliminaries (§2), we introduce several building blocks

for our protocol (§3). Then, we introduce our novel distributed

zero-knowledge proof and resulting actively secure protocol (§4).

We provide an extensive evaluation regarding communication and

run time (§5), and then conclude the paper (§6). The appendix

provides information on our artifacts (§A), a note on ethical con-

siderations (§B), and additional building blocks based on standard

constructions (§C). The full version of our paper [16] additionally

provides directions for alternative dealer instantiations [16, §D], the

full security analysis [16, §E], an extension of our protocol to dot

products [16, §F], and additional empirical comparisons [16, §G].

2 Preliminaries
We consider 𝑛 parties, denoted by P1, ...,P𝑛 , and a dealerD. By the
parties, we always just refer to the 𝑛 parties excluding the dealer.

Between each pair of parties and between each party and the dealer,

all communication is done over a secure channel. The computation

domain is Z
2
𝑘 for, e.g., 𝑘 = 32 or 𝑘 = 64. By 𝜎 , we denote the

statistical security parameter, and 𝜅 is the computational security

parameter. By 𝑥 ∈R 𝐴 for some finite set 𝐴, we denote that 𝑥 is

picked uniformly at random from 𝐴.

For our novel proof, we use multiple parameters. First,𝑚 is the

number of multiplication gates to be evaluated. We use a compres-

sion factor 𝜔 , and 𝑠 ∈ N specifying the lifted ring Z
2
𝑘+𝑠 that parts

of our proof run on. The choice of 𝑠 is later elaborated in §4.2.6.

We consider three different sharing types, summarized in Tab. 2:

By ⟨𝑥⟩′ for some 𝑥 ∈ Z
2
ℓ (ℓ = 𝑘 or ℓ = 𝑘 + 𝑠 depending on the

context), we denote an additive linear secret sharing 𝑥 = ⟨𝑥⟩′
1
+· · ·+

⟨𝑥⟩′𝑛 between the parties where party P𝑖 holds share ⟨𝑥⟩′𝑖 ∈ Z
2
ℓ .

We also use additive sharings ⟨𝑥⟩ where additionally, D knows

all shares. This prevents any malicious party from changing its

own share without causing an inconsistency from the additionally

added redundancy. Our primary sharing type is the star-sharing [𝑥]
that consists of ⟨𝜆𝑥 ⟩ for a mask 𝜆𝑥 ∈R Z

2
ℓ alongside the masked

value m𝑥 that is known to all parties s.t. 𝑥 = m𝑥 + 𝜆𝑥 . Such star-

sharings are frequently used for MPC with function-dependent

preprocessing with a dealer, e.g., in [20, 38]. For ease of notation, we

write 𝜆𝑖𝑥 := ⟨𝜆𝑥 ⟩𝑖 . All sharing types are linear, e.g., for a constant 𝑐 ∈
Z
2
ℓ and [𝑥] , [𝑦], [𝑐𝑥 + 𝑦] can be computed non-interactively by

applying the linear combination 𝑐𝑥 + 𝑦 share-wise.

To enableD and an arbitrary party to non-interactively generate

the same pseudorandom values, we use PRFs as, e.g., in [38] and

let D for each party P𝑖 sample a random PRF seed and hand it

to this party. Finally, we use the random oracle model (ROM) [5],

assuming access to an oracle H which, on queries with arbitrary
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Table 2: Secret sharing types used throughout the paper.

D P1 . . . P𝑛 Correlation

⟨𝑥⟩′ — ⟨𝑥⟩′
1

. . . ⟨𝑥⟩′𝑛 𝑥 =
𝑛∑
𝑖=1
⟨𝑥⟩′

𝑖

⟨𝑥⟩ (⟨𝑥⟩1, . . . , ⟨𝑥⟩𝑛) ⟨𝑥⟩1 . . . ⟨𝑥⟩𝑛 𝑥 =
𝑛∑
𝑖=1
⟨𝑥⟩𝑖

[𝑥] (𝜆1𝑥 , . . . , 𝜆𝑛𝑥 ) (m𝑥 , 𝜆
1

𝑥 ) . . . (m𝑥 , 𝜆
𝑛
𝑥 )

𝜆𝑥 =
𝑛∑
𝑖=1

𝜆𝑖𝑥

𝑥 = m𝑥 + 𝜆𝑥

length, outputs uniformly random 2𝜅-bit values except for, if a

query is repeated, providing the same output again.

Security Model. In this work, we assume an active adversary that

can corrupt all but one party. The dealer, which is only available

in the offline phase, is assumed to be trusted. We prove security in

the simulation-based real-world/ideal-world paradigm [19] in the

full version of our paper [16, §E.2].

The security proof is provided for the entire protocol and not on

a per subprotocol basis. This decision stems from the fact that, as

we will see in the following building blocks in §3, some subproto-

cols utilize a verification phase which is delayed to achieve better

batching over multiple verifications. Still, for security, it is crucial

when the verification happens in the overall protocol and ignoring

that in the proof has been shown to have severe consequences,

including break of privacy [15]. To tackle the security proof, we

provide security considerations, including a subsimulator for each
subprotocol. These give the security intuition while also providing

necessary arguments, which we eventually pick up again in the

overall security proof. We will later provide a simulator for the en-

tire protocol, and the subsimulators provided throughout the paper

simply describe subroutines that the complete simulator will call.

3 Building Blocks
3.1 Reconstruction
Reconstruction for a random sharing ⟨𝑥⟩ is implemented by collect-

ing all shares and computing their sum/XOR. We call the generic

subprotocol for that Πrec and give two possible instantiations: Πbc
rec

lets each party broadcast its share to all other parties so that each

party can compute the sum/XOR on its own. Π
king
rec designates one

party asP
king

, all parties send their shares toP
king

,P
king

computes

the sum/XOR, and then sends the result to all other parties. Πbc
rec

uses only one round, but requires communication quadratic in 𝑛,

whereas Π
king
rec uses the approach from [25] to attain linear com-

munication using two rounds. For load balancing, the role of P
king

switches between all parties over all invocations.

Security: The subsimulator for Πrec follows the protocol specifi-

cation, given the (simulated) shares held by the honest parties. For

a random sharing, i.e., all individual shares are random, real and

ideal execution cannot be distinguished as no further inputs exist.

Still, a cheater may cause an honest party to receive an incorrect

output. To prevent that, we build an actively secure reconstruction

protocol Πactive
rec (Fig. 1), utilizing that D has all shares of ⟨𝑥⟩. We

let it commit to 𝑥 during setup, using a ROM commitment [39]

with a random nonce 𝑟 also additively shared between the parties.

The parties can later verify that the value 𝑥 they received is correct

by reconstructing 𝑟 and comparing it to the prior commit. Intu-
itively, the hiding property of ROM commitments keeps 𝑥 private

before opening as no subset of parties has any information on 𝑟 .

Additionally, the binding property ensures that the chance of in-

correct 𝑥 ′ being opened without abort is negligible. For 𝑎 many

openings, we can furthermore batch commit and verify by using a

single Com = H(𝑥1 | | . . . | |𝑥𝑎 | |𝑟 ).

Input: ⟨𝑥 ⟩ with 𝑥 ∈ Z
2
ℓ for some ℓ ∈ N, Output: 𝑥 to all parties.

commit (batched):
1. For 1 ≤ 𝑗 ≤ 𝑛, D, P𝑗 sample shares 𝑟 𝑗 ∈R {0, 1}3𝜅 of ⟨𝑟 ⟩bin .
2. D computes 𝑟 =

⊕𝑛
𝑗=1 𝑟

𝑗
and Com = H(. . . ∥𝑥 ∥ . . . | |𝑟 ) .

3. D sends Com to each party.

open:
4. 𝑥 = Πrec (⟨𝑥 ⟩) .
verify (batched):

5. 𝑟 = Πrec (⟨𝑟 ⟩bin ) .
6. For 1 ≤ 𝑗 ≤ 𝑛, P𝑗 sends abort if Com ≠ H(. . . ∥𝑥 ∥ . . . | |𝑟 ) .

Subprotocol Πactive
rec

Figure 1: Opening an additive ⟨·⟩-share to all parties.
Security: The reconstructed value 𝑥 of an instance of the pro-

tocol is correct if the corresponding (batched) Πactive
rec .verify did

accept. Otherwise, an honest party would receive 𝑥 ′ ≠ 𝑥 where

Com = H(. . . ∥𝑥 ∥ . . . ∥𝑟 ) = H(. . . ∥𝑥 ′ | . . . ∥𝑟 ), i.e., there would be

a hash collision which happens with negligible probability only.

Also, after Πactive
rec .commit, the adversary is unable to derive any

information on 𝑥 . This stems from the fact that it lacks at least

one random share of 𝑟 , which hides 𝑟 and, hence, by the hiding

property of the ROM commitment, also 𝑥 . Finally, the subsimulator

for Πactive
rec on a random sharing works as follows: For the commit

phase, it samples Com ∈R {0, 1}2𝜅 and hands it to the adversary on

behalf ofD. For the open phase, it follows the specification of Πrec.

Finally, for the verify phase, it follows the specification of Πrec to

reconstruct 𝑟 . For any following call of the adversary to ROM H,
if the input is . . . ∥𝑥 ∥ . . . ∥𝑟 , it returns Com. Note that this works

except for negligible probability, given the negligible probability

of the adversary having invoked H earlier, using the same (then

unknown) 3𝜅-bit value 𝑟 . If any honest party receives a wrong 𝑥

or 𝑟 following the specification of Πrec, the subsimulator simulates

this party sending abort in the verification phase.

We also require to reconstruct sharings ⟨𝑥⟩′ where D has no

knowledge of the shares. We allow here that an incorrect 𝑥 ′ is
being reconstructed as a cheater can simply provide an incorrect

share or, as P
king

, can freely choose 𝑥 ′. Without any redundancy

from D, this cannot be detected. We will later show how to de-

tect incorrect 𝑥 ′ within the context of our protocol which is our

main contribution. Yet, we need to ensure that all honest parties

receive consistent values 𝑥 ′. To this end, we let each pair of parties

exchange H of their outputs and abort in case of any mismatch.

Using H allows to batch verification over many openings again. As

we will later see, this batched verification is the only component of

our overall protocol with total communication that is not linear in

the number of parties 𝑛. We call this protocol Πconsistent
rec (Fig. 2).
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Input: ⟨𝑥 ⟩′ with 𝑥 ∈ Z
2
ℓ for some ℓ ∈ N, Output: 𝑥 to all parties.

open:
1. 𝑥 = Πrec (⟨𝑥 ⟩′ ) .
verify (batched):

2. All pairs of parties P𝑖 , P𝑗 exchange ℎ𝑖 = H(. . . ∥𝑥 ∥ . . . ) ,
ℎ 𝑗 = H(. . . ∥𝑥 ∥ . . . ) and send abort if ℎ𝑖 ≠ ℎ 𝑗

Subprotocol Πconsistent
rec

Figure 2: Consistent opening of additive ⟨·⟩′-shares to all
parties.

Security: Each reconstructed value 𝑥 is consistent across all honest

parties if the corresponding (batched) Πconsistent
rec .verify did accept.

Assume two honest parties with inconsistent outputs 𝑥1, 𝑥2. They

exchange H(. . . ∥𝑥1∥ . . . ),H(. . . ∥𝑥2∥ . . . ) which, except for a neg-
ligible probability of a collision, do not match. The subsimulator

simply follows the specification of Πrec.

Finally, for reconstruction value 𝑥 of a sharing [𝑥], we need

to reconstruct ⟨𝜆𝑥 ⟩. Then, we can set 𝑥 = m𝑥 + 𝜆𝑥 . Yet, we need
to rerandomize ⟨𝜆𝑥 ⟩ before applying Πactive

rec using standard tech-

niques. Details are provided in §C.2, and the corresponding protocol

for rerandomizing and reconstructing ⟨𝜆𝑥 ⟩ is called Πactive,rerand
rec .

3.2 Multiplication
The subprotocol for multiplication is given in Fig. 3. We note that

its general structure is well established in literature, e.g., for 𝑛 = 2

it matches the passively secure protocol in ASTRA [20]. Given two

sharings [𝑥] , [𝑦], a sharing of 𝑧 = 𝑥𝑦 can be computed by sampling

the mask ⟨𝜆𝑧⟩ and then computing m𝑧 = 𝑧 − 𝜆𝑧 = (m𝑥 + 𝜆𝑥 ) (m𝑦 +
𝜆𝑦) − 𝜆𝑧 = m𝑥m𝑦 +m𝑥𝜆𝑦 +m𝑦𝜆𝑥 + 𝜆𝑥𝜆𝑦 − 𝜆𝑧 . To this end, we let

the dealer D establish a sharing ⟨𝛾𝑥𝑦⟩ for 𝛾𝑥𝑦 = 𝜆𝑥𝜆𝑦 , the parties

compute ⟨m𝑧⟩′ = m𝑥m𝑦 +m𝑥 ⟨𝜆𝑦⟩ +m𝑦 ⟨𝜆𝑥 ⟩ + ⟨𝛾𝑥𝑦⟩ − ⟨𝜆𝑧⟩ by the

linearity of additive secret sharing and then reconstruct this value,

using Πconsistent
rec (Fig. 2). Passive security immediately follows from

the fact that by using a fresh random sharing ⟨𝜆𝑧⟩, ⟨m𝑧⟩′ is random
too, following the security arguments of Πrec.

Input: [𝑥 ] , [𝑦 ] with 𝑥, 𝑦 ∈ Z
2
𝑘 , Output: [𝑧 ] where 𝑧 = 𝑥𝑦 ∈ Z

2
𝑘 .

1. D generates a ⟨·⟩-sharing of 𝛾𝑥𝑦 = 𝜆𝑥 · 𝜆𝑦 among parties: non-interactively

sample shares with all but one party and send the last party its according share.

2. Parties and D locally sample random ⟨𝜆𝑧 ⟩.
3. Parties compute ⟨m𝑧 ⟩′ = m𝑥m𝑦 +m𝑥 ⟨𝜆𝑦 ⟩ +m𝑦 ⟨𝜆𝑥 ⟩ + ⟨𝛾𝑥𝑦 ⟩ − ⟨𝜆𝑧 ⟩.
4. m𝑧 = Πconsistent

rec (⟨m𝑧 ⟩′ ) .

Subprotocol Πmult

Figure 3: Multiplication with Additive Errors.

Security: Regarding active security, Πconsistent
rec guarantees consis-

tency of the honest parties’ result m′𝑧 as soon as verify is run, but

the adversary can cause it to be offset by an error 𝛿 : m′𝑧 = m𝑧 + 𝛿 .
The subsimulator begins by following the protocol specification.

Then, the subsimulator runs the subsimulator for Πconsistent
rec with

input ⟨m𝑧⟩′ random as described above. This randomness yields

indistinguishability between real and ideal execution as per the

considerations for Πrec. Specifically, the randomness also prevents

the adversary of choosing the error 𝛿 dependent on 𝑥,𝑦.

3.3 Collective Sum Sharing
Our proof will later require to obtain a [·]-sharing of the sum

∑
𝑥 𝑗

over values 𝑥 𝑗 locally computed by the individual parties. While

each party could [·]-share its 𝑥 𝑗 after which the sum can be com-

puted, this would result in O(𝑛2) total communication per invoca-

tion. Instead, we propose subprotocol ΠshareSum (Fig. 4).

Input: 𝑥 𝑗 ∈ Z
2
ℓ (ℓ ∈ N), provided by P𝑗 , for 1 ≤ 𝑗 ≤ 𝑛,

Output: [𝑥 ] where 𝑥 =
∑𝑛

𝑗=1 𝑥
𝑗
.

1. The parties and D non-interactively sample ⟨𝜆𝑥 ⟩
2. The parties compute ⟨m𝑥 ⟩′ form𝑥 = 𝑥−𝜆𝑥 by each P𝑗 settingm

𝑗
𝑥 = 𝑥 𝑗 −𝜆 𝑗

𝑥 .

3. m𝑥 = Πconsistent
rec (⟨m𝑥 ⟩′ ) .

Subprotocol ΠshareSum

Figure 4:ΠshareSum: Computing sumof inputs fromall parties.

Security: Regarding correctness, note that m𝑥 + 𝜆𝑥 =
∑𝑛

𝑗=1 (𝑥 𝑗 −
𝜆
𝑗
𝑥 ) + 𝜆𝑥 =

∑𝑛
𝑗=1 𝑥

𝑗
. The subsimulator follows the protocol specifi-

cation, using the subsimulator for Πconsistent
rec . Note that the input

to Πconsistent
rec is a random sharing as it uses freshly random ⟨𝜆𝑥 ⟩.

As for multiplications, cheaters can cause honest parties to receive

inconsistent outputs m𝑥 , but this would be detected when running

verify. Furthermore, any consistent error introduced is indepen-

dent of each honest party’s input as Πconsistent
rec receives a random

sharing as input, similar to the case in Πmult (Fig. 3).

3.4 PRF-Based Random Sampling
To sample public random values, we let the parties recover a random

sharing. For efficiency, we do this for a seed rs and then derive many

values from that using a PRF. The subprotocol is given in Fig. 5.

Input: Finite set𝐴, ℓ ∈ N,
Output: For a random rs ∈R {0, 1}𝜅 : pseudorandom 𝑟1, . . . , 𝑟ℓ ∈ 𝐴 sampled using

PRFrs to all parties and D, rs to the adversary.

1. The parties and D non-interactively sample ⟨rs⟩ for rs ∈R {0, 1}𝜅

2. rs← Πactive
rec (⟨rs⟩) .

3. Use PRFrs to sample 𝑟1, . . . , 𝑟ℓ ∈R 𝐴.

Subprotocol Πrnd

Figure 5: Sampling public, random values using a PRF.

Security: Note that the parties do not just learn random values as

in a coin flip protocol, but also the seed rs from which they were

derived. Hence, we need to keep in mind that the adversary also

learns rs. The subsimulator simply follows the protocol specifica-

tion, utilizing the subsimulator of Πactive
rec that receives a random

sharing as input. We recall from §3.1 that after Πactive
rec .commit, the

adversary is unable to learn anything about rs. Furthermore, only

after successfulΠactive
rec .verify, it is guaranteed that all honest parties

have the correct rs and, hence, 𝑟1, . . . , 𝑟ℓ .

4 Actively Secure MPC
4.1 Technical Overview
Our actively secure protocol lets each party share its inputs (details

in §C.1) and then optimistically evaluates the circuit, using for

each multiplication Πmult (§3.2), thus enabling malicious parties to
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introduce errors. Additions and multiplications by a constant are

executed non-interactively, using the linearity of the underlying

sharing schemes. Before revealing outputs usingΠactive,rerand
rec (§3.1),

we run our novel DZK proof to detect any previously introduced

errors, which is our main contribution explained in this section.

First, we introduce a high-level proof in §4.2.1 that follows ideas

from [12, 45]. This proof will require to compute a sharing [Γ], and
proving that [Γ] is correct constitutes the main challenge, which we

begin to discuss in §4.2.2. In [12, 45], each party secret shares a lo-

cally computed value Γ 𝑗 and the sum over all

[
Γ 𝑗
]
yields [Γ]. Then,

one zk-FLIOP is used for each

[
Γ 𝑗
]
, letting its providerP𝑗 prove that

it has shared the correct value. Instead, we use only one proof to rule
them all to check that the sum [Γ] is correct. Departing from prior

zk-FLIOP approaches, in our proof, the parties collectively act as

prover. Similar to prior works, they then also simultaneously act as

verifiers, and the dealerD acts as an additional verifier. Using a sin-

gle proof for all𝑛 parties cuts the overall complexity for the required

zk-FLIOP(s) by factor 𝑛×, achieving for the first time good scalabil-

ity to many parties. Also, our protocol ΠshareSum (§3.3) is crucial to

enable parties to efficiently compute [Γ] without each party having

to share a value separately. This is only enabled by the joint nature

of our proof and is crucial to the efficiency of the following steps.

Our statement to be proven, like also the case in [12, 45], can

be expressed as ®x · ⟨®y⟩ ?

= [𝑧]. In our case of one single joint proof,

vector ®x is known to all parties, but not to D, and vector ®y is

additively shared between the parties (with D having all shares

and, hence, the cleartext value). In contrast to that, e.g. [12] would

consider ®y not to be secret shared, but known in the clear to the

individual prover (in each of the 𝑛 instances) and D. Note that ®x is

known to all and, hence, also at least one honest party, while the

trusted D has ®y. The same redundancy exists for [𝑧] as each party

has m𝑧 and D knows 𝜆𝑧 . Hence, each share is held by at least one

honest party, preventing the adversary from changing any sharings

without causing inconsistencies.

Our proof now iteratively decreases the size of the vectors, re-

ducing the proof to proving ®x′ · ⟨ ®y′⟩ ?

= [𝑧′] over smaller vectors.

While [12] approaches such a degree reduction relying on poly-

nomial interpolation, this is computationally expensive, even am-

plified by now requiring Galois extension rings to even enable

interpolation. Fortunately, [45], while working in another setting,

provides a method that essentially splits the vectors into smaller

segments and then computes a random linear combination on them

to obtain ®x′, ⟨ ®y′⟩, [𝑧′]. This step, which we explain in §4.2.3, is re-

peated recursively until the statement is sufficiently small for a

direct proof, while maintaining communication cost sublinear in

the original vector sizes. The final proof (§4.2.4) is similar to the

degree reduction step, but computes a scalar triple 𝑥 ′ · ⟨𝑦′⟩ ?

= [𝑧′]
which can then be opened and inspected for verification in the

clear. The factor by which the vectors get smaller in each iteration

is some parameter 𝜔 ≥ 2 which we call the compression factor.
The random linear combinations used throughout our proof are

intended to cause any error 𝛿 in a triple, i.e., 𝑧 = ®x · ®y + 𝛿 or fur-

ther errors introduced by corrupt parties in the proof to yield an

error 𝛿 ′ in the resulting triple ®x′, ⟨ ®y′⟩, [𝑧′] too. This relies essen-
tially on random linear combinations of values where at least one

is not zero to also be non-zero except for negligible probability on

fields, but this does unfortunately not hold for a ring Z
2
𝑘 . Here,

the SPDZ
2
𝑘 -trick [22] enables to use a larger ring so that any in-

put error modulo 2
𝑘
still yields an output error in the larger ring.

This is exploited in [45] which iteratively computes random linear

combinations, but does so on a ring Z
2
𝑘+𝑠 with 𝑠 sufficiently large

so that after all iterations, any initial error modulo 2
𝑘
yields an

error modulo 2
𝑘+𝑠

except for negligible probability. Hence, in §4.2.2

we switch from computation on Z
2
𝑘 to Z

2
𝑘+𝑠 , noting that in con-

trast to SPDZ
2
𝑘 [22], this larger ring is only used for verification

itself and its overhead amortizes to zero over many multiplications.

Throughout our considerations regarding soundness, we will count

the number of linear combinations, where each one enables errors

to collect more factors of two while propagating through the proof.

Should the number of two-factors, i.e., ℓ s.t. 2ℓ is a divisor of the

error, reach 𝑘 + 𝑠 , it overflows to zero, hence vanishing. Therefore,

a careful analysis is required and later in §4.2.6 we choose 𝑠 s.t. the

chance of such an overflow becomes negligible.

Finally, we carefully design our protocol s.t. our dealer D is not

needed in the online phase (and hence not a helper). D only works

on ®y, masks 𝜆𝑧 of [𝑧], and random linear coefficients. The first

two are already known during the offline phase, random 𝜆𝑧 are

sampled there and ®y is defined only over values from the offline

phase (see its definition in §4.2.1). For random linear coefficients,

our protocol Πrnd (§3.4) is designed s.t. D knows them in advance

which does not harm soundness as D is no prover.

4.2 Distributed Zero-Knowledge Verification
4.2.1 Starting Point: The High-Level Proof. We assume for now that

the internal verification verify of the used subprotocols is immedi-

ately done for each instance and will later describe how it can be

delayed for optimized batching in §4.2.5. Recall that while the multi-

plication subprotocol Πmult (Fig. 3) ensures that its output is a con-

sistent sharing of some value 𝑧, this is not necessarily the product of

the inputs𝑥,𝑦. As ⟨m𝑧⟩′ used byΠmult has no redundancy, a corrupt

party can simply change its share without causing any discrepancy

in the sharing. Hence, we propose a verification protocol that en-

sures that the reconstructedm𝑧 is correct in Fig. 6, and in the follow-

ing, we describe its components step by step. The statement to verify

can be phrased as follows:m𝑥m𝑦+m𝑥𝜆𝑦+𝜆𝑥m𝑦+𝛾𝑥𝑦−𝜆𝑧
?

= m𝑧 . To

check that inexpensively for all𝑚 multiplications [𝑥𝑖 ] · [𝑦𝑖 ] = [𝑧𝑖 ],
we use a random linear combination check, following [12, 45]. We

sample random public 𝑟1, . . . , 𝑟𝑚 and test for

𝑚∑︁
𝑖=1

𝑟𝑖

(
m𝑥𝑖m𝑦𝑖 +m𝑥𝑖𝜆𝑦𝑖 + 𝜆𝑥𝑖m𝑦𝑖 + 𝛾𝑥𝑖𝑦𝑖 − 𝜆𝑧𝑖

)
?

=

𝑚∑︁
𝑖=1

𝑟𝑖m𝑧𝑖 .

Note that [12] uses fields while we consider the ring Z
2
𝑘 which

drastically decreases the soundness of the check. Hence, we borrow

the trick from [45] to repeat the verification 𝜎 (statistical secu-

rity parameter) many times while also just considering random

binary values for 𝑟1, . . . , 𝑟𝑚 . One check detects incorrect m𝑧𝑖 with

probability of 0.5 and, hence, executing 𝜎 checks has a negligible

probability of 2
−𝜎

to not detect incorrect values. We rewrite the
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prior expression to Λ + Γ ?

= 0 where

Λ :=

𝑚∑︁
𝑖=1

𝑟𝑖
(
m𝑥𝑖m𝑦𝑖 −m𝑧𝑖

)
,

Γ :=

𝑚∑︁
𝑖=1

𝑟𝑖

(
m𝑥𝑖𝜆𝑦𝑖 + 𝜆𝑥𝑖m𝑦𝑖 + 𝛾𝑥𝑖𝑦𝑖 − 𝜆𝑧𝑖

)
.

Input for𝑚 multiplications: [𝑥𝑖 ] , [𝑦𝑖 ] , [𝑧𝑖 ] for multiplication inputs 𝑥𝑖 , 𝑦𝑖 and

outputs 𝑧𝑖 ∈ Z
2
𝑘 , 1 ≤ 𝑖 ≤ 𝑚,

Output: Accept if all triples are correct, Reject otherwise.

Prepare Top-Level Verification
1. (𝑟 ℓ

𝑖
)1≤𝑖≤𝑚,1≤ℓ≤𝜎 = Πrnd ({0, 1},𝑚𝜎 )

2. Parties compute Λℓ =
∑

1≤𝑖≤𝑚
𝑟 ℓ
𝑖

(
m𝑥𝑖

m𝑦𝑖
− m𝑧𝑖

)
, 1 ≤ ℓ ≤ 𝜎 .

Prepare Dot-Product Proof

3. Parties define vectors
®a′ℓ for 1 ≤ ℓ ≤ 𝜎 , and parties and D define vector

®b′ ,
all of dimension 3𝑚 as follows:

®a′ℓ =

©­­­­­­­­­­«

𝑟 ℓ
1
m𝑥

1

𝑟 ℓ
1
m𝑦

1

𝑟 ℓ
1

.

.

.

𝑟 ℓ𝑚m𝑥𝑚

𝑟 ℓ𝑚m𝑦𝑚

𝑟 ℓ𝑚

ª®®®®®®®®®®¬
⟨ ®b′ ⟩ =

©­­­­­­­­­­«

⟨𝜆𝑦
1

⟩
⟨𝜆𝑥

1

⟩
⟨𝛾𝑥

1
𝑦
1

− 𝜆𝑧
1

⟩
.
.
.

⟨𝜆𝑦𝑚 ⟩
⟨𝜆𝑥𝑚 ⟩

⟨𝛾𝑥𝑚𝑦𝑚
− 𝜆𝑧𝑚 ⟩

ª®®®®®®®®®®¬
4. Parties lift

®a′ℓ from Z
2
𝑘 to Z

2
𝑘+𝑠 yielding

®aℓ (using zero-extension) for
1 ≤ ℓ ≤ 𝜎 .

5. Obtain ⟨®b⟩ over Z
2
𝑘+𝑠 from ⟨ ®b′ ⟩ by D, P𝑗 lifting their respective share

⟨ ®b′ ⟩𝑗 from Z
2
𝑘 to Z

2
𝑘+𝑠 (using zero-extension).

6. Each party P𝑗 computes 𝑐ℓ
𝑗
= ®aℓ · ⟨®b⟩𝑗 for 1 ≤ ℓ ≤ 𝜎 .

7. Set

[
𝑐ℓ
]
← ΠshareSum (𝑐ℓ1 , . . . , 𝑐ℓ𝑛 ) for 1 ≤ ℓ ≤ 𝜎 .

8. Define

[
Γℓ
]
by locally removing the 𝑠 most significant bits from all shares of[

𝑐ℓ
]
for 1 ≤ ℓ ≤ 𝜎 .

9. (𝑟 ℓ )1≤ℓ≤𝜎 = Πrnd (Z
2
𝑘+𝑠 , 𝜎 ) .

10. Compute ®x =
∑𝜎

ℓ=1 𝑟
ℓ ®aℓ , ⟨®y⟩ = ⟨®b⟩ ∈ Z3𝑚

2
𝑘+𝑠 .

11. Compute [𝑧 ] = ∑𝜎
ℓ=1 𝑟

ℓ ·
[
𝑐ℓ
]
.

Run Dot-Product Proof
12. Repeat ®x, ⟨®y⟩, [𝑧 ] ← ΠreduceDeg (®x, ⟨®y⟩, [𝑧 ] ) until ®x, ®y have dimension ≤ 𝜔

13. ΠcheckTriple (®x, ⟨®y⟩, [𝑧 ] )
Finalize Top-Level Verification
14. For 1 ≤ ℓ ≤ 𝜎 , compute

[
𝑣ℓ
]
= Λℓ +

[
Γℓ
]
(by adding Λℓ

tomΓℓ ) and set

𝑣ℓ = m𝑣ℓ + 𝜆𝑣ℓ with 𝜆
𝑣ℓ
← Πactive,rerand

rec (⟨𝜆
𝑣ℓ
⟩) . If all results are zero,

Accept, otherwise, Reject.

Subprotocol Πverify

Figure 6: Πverify: Verification with a Distributed Zero-
Knowledge Proof.

The part Λ is known by all parties in the clear. In Fig. 6, its

computation and the sampling of random bits for all 𝜎 checks can

be found in steps 1 and 2. Also, note that in step 14, it is checked

if Λ + Γ ?

= 0 for all checks. Regarding Γ, we could let each party P𝑗
compute

∑𝑚
𝑖=1 𝑟𝑖

(
m𝑥𝑖𝜆

𝑗
𝑦𝑖 + 𝜆

𝑗
𝑥𝑖m𝑦𝑖 + 𝛾

𝑗
𝑥𝑖𝑦𝑖 − 𝜆

𝑗
𝑧𝑖

)
, [·]-share the re-

sult and then add up the parts provided by all parties to get [Γ]. The
remaining challenge is to guarantee correct computation of [Γ],
given that the parts provided by the parties use m𝑣-values not

known to D and 𝜆
𝑗
𝑣-values known to only one party, yet again

opening the potential for cheating.

As discussed in §4.1, instead of 𝑛 individual proofs to check

that parties shared the correct values as in [12, 45], we only use

one proof for Γ
?

=
∑𝑚
𝑖=1 𝑟𝑖

(
m𝑥𝑖𝜆𝑦𝑖 + 𝜆𝑥𝑖m𝑦𝑖 + 𝛾𝑥𝑖𝑦𝑖 − 𝜆𝑧𝑖

)
. Further-

more, instead of letting each party share its part individually, we

use ΠshareSum as we now are only interested in the sum over the

values provided by the individual parties. This requires total com-

munication of only O(𝑛) values instead of O(𝑛2) if each party

would individually share its part.

We express Γ by the following dot product:

Γ =

©­­­­­­­­­­«

𝑟1m𝑥1

𝑟1m𝑦1

𝑟1
.
.
.

𝑟𝑚m𝑥𝑚

𝑟𝑚m𝑦𝑚

𝑟𝑚

ª®®®®®®®®®®¬
·

©­­­­­­­­­­­«

𝜆𝑦1
𝜆𝑥1

𝛾𝑥1𝑦1 − 𝜆𝑧1
.
.
.

𝜆𝑦𝑚
𝜆𝑥𝑚

𝛾𝑥𝑚𝑦𝑚
− 𝜆𝑧𝑚

ª®®®®®®®®®®®¬
(1)

Note that in our protocol, the first vector is known to all parties and

the second vector is ⟨·⟩-shared. We name the first vector ®a′ and the
second vector

®b′ so that ®a′ · ®b′ = Γ (step 3 of Fig. 6). Then, we use

the linearity Γ = ®a′ · ®b′ = ®a′ ·∑𝑛
𝑗=1⟨ ®b′⟩𝑗 =

∑𝑛
𝑗=1
®a′ · ⟨ ®b′⟩𝑗 , enabling

each party to compute a part of Γ (steps 6, 7 which are modified as

discussed in the next section). After establishing a sharing [Γ], to
check its correctness we then let all parties collectively act as prover

and verifier at the same time while D acts as an additional verifier.

4.2.2 Verifying [Γ]. Recall from §4.1 that our goal is to use a larger

ring Z
2
𝑘+𝑠 for our verification, utilizing the SPDZ

2
𝑘 trick [22]. Lift-

ing all values to Z
2
𝑘+𝑠 in §4.2.1 would unfortunately have yielded

linear (w.r.t.𝑚) overhead as the values from all multiplications had

to be considered and hence would have to be lifted to the larger

ring. Instead, we follow the idea from [45] to lift the dot product

from Eq. 1 to Z
2
𝑘+𝑠 , which has communication independent of the

dot product’s dimension and, hence,𝑚.

As the left vector ®a′ is held by all parties, they can simply lift

each entry from Z
2
𝑘 to Z

2
𝑘+𝑠 using zero-extension

3
, obtaining a

vector ®a. The second vector
®b′ from Eq. 1 is ⟨·⟩-shared. We let the

parties and dealer locally lift their shares ⟨ ®b′⟩𝑗 to Z2𝑘+𝑠 , noting that
this does not necessarily imply that the represented value

®b′ also
is correctly lifted. We call the resulting shared vector ⟨®b⟩. Finally,
we let each party P𝑗 compute 𝑐 𝑗 := ®a · (⟨®b⟩𝑗 ) and use ΠshareSum to

compute [𝑐] := ∑𝑛
𝑗=1 𝑐 𝑗 , see steps 4-7 in Fig. 6.

Note that if no cheating occurs, ®a, ®b, 𝑐′ are equal modulo 2
𝑘
to

the respective vectors ®a′, ®b′, and scalar Γ in Eq. 1 while the same is

not necessarily the case modulo 2
𝑘+𝑠

:

®a ≡
2
𝑘
®a′ ®b =

𝑛∑︁
𝑗=1

⟨®b⟩𝑗 ≡2𝑘
𝑛∑︁
𝑗=1

⟨ ®b′⟩𝑗 = ®b′

𝑐 =

𝑛∑︁
𝑗=1

𝑐 𝑗 =

𝑛∑︁
𝑗=1

®a · ⟨®b⟩𝑗 ≡2𝑘
𝑛∑︁
𝑗=1

®a′ · ⟨ ®b′⟩𝑗 = ®a′ · ®b′ = Γ

Hence, we can reinterpret [𝑐] over Z
2
𝑘+𝑠 as [Γ] over Z

2
𝑘 by all

parties locally discarding the 𝑠 most significant bits of their shares

3
Other extensions would also be possible as long as used consistently.
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of [𝑐] (step 8). Note that corrupt parties may only cheat by providing

incorrect 𝑐 𝑗 to ΠshareSum or cheat during ΠshareSum. Yet, as we will

show, if the obtained [Γ] is incorrect, this will be detected.
From §4.2.1, recall that for sufficient soundness, the proof needs

to be repeated for 𝜎 times, actually resulting in 𝜎 dot products

®aℓ · ®b =
[
𝑐ℓ
]
, 1 ≤ ℓ ≤ 𝜎 to be computed and verified.

4
We now

follow [45] by merging these 𝜎 dot products into one. For that,

we sample random 𝑟 ℓ ∈R Z
2
𝑘+𝑠 , 1 ≤ ℓ ≤ 𝜎 and non-interactively

compute linear combinations ®x =
∑𝜎
ℓ=1 𝑟

ℓ ®aℓ , 𝑧 =
∑𝜎
ℓ=1 𝑟

ℓ𝑐ℓ , and

rename ®y := ®b (steps 9, 10, 11), noting that ®x · ®y =

(∑𝜎
ℓ=1 𝑟

ℓ ®aℓ
)
· ®b =∑𝜎

ℓ=1 𝑟
ℓ ®aℓ · ®b =

∑𝜎
ℓ=1 𝑟

ℓ𝑐ℓ = 𝑧.5 Hence, we merge 𝜎 dot products

into one, resulting in a pair of vectors with dimension 3𝑚.

Soundness: If verify succeeds for all prior operations, we can as-

sume consistent sharings. Now, each corrupt party P𝑗 may input

incorrect 𝑐ℓ
𝑗
(1 ≤ ℓ ≤ 𝜎) to ΠshareSum or cause ΠshareSum to output

an incorrect value, which is consistent after running the corre-

sponding verify. This results in 𝑐ℓ = ®aℓ · ®b + 𝛿ℓ , 1 ≤ ℓ ≤ 𝜎 for accu-

mulated errors 𝛿ℓ chosen by the adversary which, by the properties

of ΠshareSum, are independent of the other parties’ inputs. Then,

𝑧 =

𝜎∑︁
ℓ=1

𝑟 ℓ𝑐ℓ =

𝜎∑︁
ℓ=1

𝑟 ℓ
(
®aℓ · ®b + 𝛿ℓ

)
=

𝜎∑︁
ℓ=1

(
®x · ®y + 𝑟 ℓ𝛿ℓ

)
.

Hence, errors 𝛿ℓ in the 𝑐ℓ result in an error 𝑧 = ®x · ®y + 𝛿 ′, where 𝛿 ′
is a random linear combination of the prior errors. Moreover, the

adversary is unable to gain any information on the random coeffi-

cients by the properties of Πrnd when choosing 𝛿ℓ which is before

opening the coefficients.

4.2.3 Reducing the Vector Dimension. We want to efficiently ver-

ify correctness of the previously computed triple (®x, ®y, 𝑧). For this,
we iteratively reduce the vector dimensions of the triple by fac-

tor 𝜔 (step 12 in Fig. 6) until it is sufficiently small to run one final

checkwith communication linear in the reduced dimension (step 13),

following the proof structure from [45]. The dimensions are reduced

by the degree reduction protocol in Fig. 7.

For (®x, ®y, 𝑧) with vector dimension 𝑑 , we split the vectors into

smaller vectors
®x1, . . . , ®x𝜔 and

®y1, . . . , ®y𝜔 of dimension 𝑑′ = 𝑑/𝜔 in

step 1.
6
Later (step 5), ΠreduceDeg samples random coefficients 𝛼ℓ ,

𝛽ℓ ∈R Z
2
𝑘+𝑠 for 1 ≤ ℓ ≤ 𝜔 to compute random linear combi-

nations ®x′ =
∑𝜔
ℓ=1 𝛼

ℓ ®xℓ and ®y′ =
∑𝜔
ℓ=1 𝛽

ℓ ®yℓ (step 6). We note

that 𝑧′ := ®x′ · ®y′ = ∑𝜔
𝑗=1

∑𝜔
ℓ=1 𝛼

𝑗 𝛽ℓ · ®xj · ®yℓ .
While ®x′ and ⟨ ®y′⟩ can be computed non-interactively, shar-

ings [ ®xj · ®yℓ ] need to be established. Then, [𝑧′] can be computed as

linear combination on these values. Here, we use that
®xj · ®yℓ = ®xj ·∑𝑛

𝑖=1⟨ ®yℓ ⟩𝑖 =
∑𝑛
𝑖=1 ( ®xj · ⟨ ®yℓ ⟩𝑖 ) =:

∑𝑛
𝑖=1 𝑧

𝑗,ℓ
𝑖

, where each party P𝑗 pro-
vides its locally computed 𝑧

𝑗,ℓ
𝑖

(steps 2, 3).We also ensure that

∑𝜔
ℓ=1 𝑧

ℓ,ℓ =

𝑧 by instead of letting parties provide values to compute

[
𝑧1,1

]
, de-

riving it from the other

[
𝑧ℓ,ℓ

]
and [𝑧] (step 4).

4®b is independent of the individual random 𝑟𝑖 -values that vary between the𝜎 iterations.

Hence,
®b remains constant across all dot products.

5
We note that this approach is noted as possible optimization in [45], but not part of

their original protocol.

6
If needed, we pad the vectors with zeros s.t. 𝑑 is a multiple of 𝜔 .

Input: Vectors ®x, ⟨®y⟩ and scalar [𝑧 ], ®x, ®y ∈ Z𝑑
2
𝑘+𝑠 , 𝑧 ∈ Z2

𝑘+𝑠 , 𝑑 > 𝜔 ,

Output: Vectors ®x′, ⟨ ®y′ ⟩ and scalar [𝑧′ ], ®x′, ®y′ ∈ Z⌈𝑑/𝜔⌉
2
𝑘+𝑠 , 𝑧′ ∈ Z

2
𝑘+𝑠 .

1. Split ®x, ⟨®y⟩ into 𝜔 equally sized vectors
®x1, . . . , ®x𝜔 , ⟨ ®y1 ⟩, . . . , ⟨ ®y𝜔 ⟩ of

dimension 𝑑 ′ := ⌈𝑑/𝜔 ⌉ (pad with 0 entries if 𝜔 ∤ 𝑑).

2. Each party P𝑖 computes 𝑧
𝑗,ℓ

𝑖
= ®xj · ⟨ ®yℓ ⟩𝑖 for all 1 ≤ 𝑗, ℓ ≤ 𝜔 except for

𝑗 = ℓ = 1.

3. For 1 ≤ 𝑗, ℓ ≤ 𝜔 except for 𝑗 = ℓ = 1, set[
𝑧 𝑗,ℓ

]
← ΠshareSum (𝑧 𝑗,ℓ1

, . . . , 𝑧
𝑗,ℓ
𝑛 ) .

4. Compute

[
𝑧1,1

]
= [𝑧 ] − ∑𝜔

ℓ=2

[
𝑧ℓ,ℓ

]
.

5. (𝛼ℓ , 𝛽ℓ )1≤ℓ≤𝜔 ← Πrnd (Z
2
𝑘+𝑠 , 2𝜔 ) .

6. Compute

®x′ =
𝜔∑︁
ℓ=1

𝛼ℓ ®xℓ ⟨ ®y′ ⟩ =
𝜔∑︁
ℓ=1

𝛽ℓ ⟨ ®yℓ ⟩ [𝑧′ ] =
𝜔∑︁
𝑗=1

𝜔∑︁
ℓ=1

𝛼 𝑗 𝛽ℓ
[
𝑧 𝑗,ℓ

]
.

Subprotocol ΠreduceDeg

Figure 7: ΠreduceDeg: Degree Reduction Step.

Soundness: Again, assume that verify succeeds for all prior opera-

tions, and we hence have consistent sharings. Each corrupt party P𝑖
can contribute incorrect 𝑧

𝑗,ℓ
𝑖

or cheat in ΠshareSum, yielding an in-

correct output, consistent after running the corresponding verify.

This results in 𝑧 𝑗,ℓ = ®xj · ®yℓ + 𝛿 𝑗,ℓ , 1 ≤ 𝑗, ℓ ≤ 𝜔 for accumulated er-

rors 𝛿 𝑗,ℓ chosen by the adversary, independent of the other parties’

inputs. A special case is 𝛿1,1 = 𝛿 −∑𝜔
ℓ=2 𝛿

ℓ,ℓ
where 𝛿 is the input

error with 𝑧 = ®x · ®y+𝛿 , as 𝑧1,1 is computed from 𝑧 and the other 𝑧ℓ,ℓ .

It now holds that

𝑧′ =
𝜔∑︁
𝑗=1

𝜔∑︁
ℓ=1

𝛼 𝑗 𝛽ℓ𝑧 𝑗,ℓ =

𝜔∑︁
𝑗=1

𝜔∑︁
ℓ=1

𝛼 𝑗 𝛽ℓ
(
®xj · ®yℓ + 𝛿 𝑗,ℓ

)
= ®x′ · ®y′ +

𝜔∑︁
𝑗=1

𝛼 𝑗
𝜔∑︁
ℓ=1

𝛽ℓ𝛿 𝑗,ℓ .

Hence, there is an error 𝛿 ′ in the output triple 𝑧′ = ®x′ · ®y′ + 𝛿 ′
with 𝛿 ′ =

∑𝜔
𝑗=1 𝛼

𝑗 ∑𝜔
ℓ=1 𝛽

ℓ𝛿 𝑗,ℓ . Each
∑𝜔
ℓ=1 𝛽

ℓ𝛿 𝑗,ℓ is a random linear

combination and the outer

∑𝜔
𝑗=1 𝛼

𝑗 . . . then is a linear combination

over the results. In addition, assuming an input error of 𝛿 ≠ 0 with

𝑡 s.t. 2𝑡 | 𝛿, 2𝑡+1 ∤ 𝛿 , then as 𝛿 =
∑𝜔
ℓ=1 𝛿

ℓ,ℓ
, there also exists one 𝛿ℓ,ℓ

with 2
𝑡+1 ∤ 𝛿ℓ,ℓ which goes into the random linear combination(s).

We also note that all errors 𝛿 𝑗,ℓ are independent of the random co-

efficients by the properties of Πrnd and the fact that the coefficients

are revealed after the errors were already chosen.

4.2.4 Final Triple Check. After repeating ΠreduceDeg until the vec-

tors have a size of at most 𝜔 , we directly verify triple (®x, ®y, 𝑧) using
subprotocol ΠcheckTriple (Fig. 8). The idea resembles that of the de-

gree reduction, following [45]. Instead of splitting the vectors into

smaller subvectors, e.g,
®xi, we now simply split them into their

single entries, e.g., 𝑥𝑖 . Then, instead of receiving a new vector triple,

we get a scalar triple (𝑥 ′, 𝑦′, 𝑧′). This is opened to all parties to

verify that 𝑧′ = 𝑥 ′𝑦′ in the final step 7.

Note that revealing the resulting triple might result in leakage.

Contrasting [45], 𝑥 ′ is already known to all parties. On the other

hand, 𝑦′ depends on ®y which is secret-shared. To ensure security,

we mask it by introducing a new private random 𝑦0 which we use

as a mask in 𝑦′. The corresponding coefficient 𝛽0 is statically set

to 1. Finally, 𝑧′ = 𝑥 ′𝑦′ if no cheating occurs, so the reconstruction
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of 𝑧′ can be simulated. If cheating occurs, there will be an offset,

but as we will see in the soundness, this does not leak anything.

Input: Vectors ®x, ⟨®y⟩ and scalar [𝑧 ], ®x, ®y ∈ Z𝑑
2
𝑘+𝑠 , 𝑧 ∈ Z2

𝑘+𝑠 with 1 ≤ 𝑑 ≤ 𝜔 ,

Output: Accept if dot product is correct, Reject otherwise.

1. Non-interactively sample a sharing ⟨𝑦0 ⟩ by each party together with D
sampling its share ⟨𝑦0 ⟩𝑖 ∈ Z

2
𝑘+𝑠 .

2. Each party P𝑖 computes 𝑧
𝑗,ℓ

𝑖
= 𝑥 𝑗 · ⟨𝑦ℓ ⟩𝑖 for all 1 ≤ 𝑗 ≤ 𝑑, 0 ≤ ℓ ≤ 𝑑

except for 𝑗 = ℓ = 1.

3. For 1 ≤ 𝑗 ≤ 𝑑, 0 ≤ ℓ ≤ 𝑑 except for 𝑗 = ℓ = 1, set[
𝑧 𝑗,ℓ

]
← ΠshareSum (𝑧 𝑗,ℓ1

, . . . , 𝑧
𝑗,ℓ
𝑛 ) .

4. Compute

[
𝑧1,1

]
= [𝑧 ] − ∑𝑑

ℓ=2

[
𝑧ℓ,ℓ

]
.

5. (𝛼ℓ , 𝛽ℓ )1≤ℓ≤𝑑 ← Πrnd (Z
2
𝑘+𝑠 , 2𝑑 ) , let 𝛽0 = 1.

6. Compute

𝑥 ′ =
𝑑∑︁
ℓ=1

𝛼ℓ𝑥ℓ ⟨𝑦′ ⟩ =
𝑑∑︁
ℓ=0

𝛽ℓ ⟨𝑦ℓ ⟩ [𝑧′ ] =
𝑑∑︁
𝑗=1

𝑑∑︁
ℓ=0

𝛼 𝑗 𝛽ℓ
[
𝑧 𝑗,ℓ

]
7. The parties reconstruct 𝑦′ = Πactive,rerand

rec (⟨𝑦′ ⟩), 𝑧′ = m𝑧′ + 𝜆𝑧′ with
𝜆
𝑧′ = Πactive,rerand

rec (⟨𝜆
𝑧′ ⟩) and output Accept if 𝑧′ = 𝑥 ′𝑦′ , Reject otherwise.

Subprotocol ΠcheckTriple

Figure 8: ΠcheckTriple: Final Check for a Small Triple.
Soundness: Soundness is as in §4.2.3 with the difference that sub-

vectors are replaced by scalars and that𝑦0 is used as a mask. Assume

that 𝑧 𝑗,ℓ = 𝑥 𝑗 · 𝑦ℓ + 𝛿 𝑗,ℓ for accumulated errors 𝛿 𝑗,ℓ chosen by the

adversary. It now holds that

𝑧′ =
𝑑∑︁
𝑗=1

𝑑∑︁
ℓ=0

𝛼 𝑗 𝛽ℓ𝑧 𝑗,ℓ = 𝑥 ′ · 𝑦′ +
𝑑∑︁
𝑗=1

𝛼 𝑗
𝑑∑︁
ℓ=0

𝛽ℓ𝛿 𝑗,ℓ .

Hence, there is an error 𝛿 ′ in the output triple 𝑧′ = 𝑥 ′ ·𝑦′ + 𝛿 ′ with
𝛿 ′ =

∑𝑑
𝑗=1 𝛼

𝑗 ∑𝑑
ℓ=0 𝛽

ℓ𝛿 𝑗,ℓ . The outer
∑𝑑

𝑗=1 𝛼
𝑗 . . . again is a random

linear combination. The inner term can be rewritten to

∑𝑑
ℓ=1 𝛽

ℓ𝛿 𝑗,ℓ+
𝛿 𝑗,0, a random linear combination plus an error chosen by the

adversary. The additional error was overlooked in [45], but this

does not harm soundness as we show in the full version [16, §E.1].

Following the same arguments as in §4.2.3, we also have that an

input error of 𝛿 ≠ 0 (i.e., 𝑧 = ®x · ®y+𝛿) with 𝑡 s.t. 2𝑡 | 𝛿, 2𝑡+1 ∤ 𝛿 causes
some 𝛿ℓ,ℓ with 2

𝑡+1 ∤ 𝛿ℓ,ℓ to go into the inner linear combination(s).

Also, note that the error in the output triple only depends on public

randomness and the errors chosen by the adversary. Hence, it does

not leak additional information.

4.2.5 Delayed Verifications of Subprotocols. Recall that for recon-
structing shared values (§3.1), a verify-step is required to ensure

consistency (for Πconsistent
rec ) or even correctness (for Πactive

rec ) of the

output. To fully leverage the verifications’ amortization, we delay

them until later in the computation. Our key intuition here is that

most communication is sufficiently masked, independent of the

verify steps. No masks are used in instances of Πrnd, but they reveal

random data, also independent of any private data. Still, other oc-

currences of reconstructing secret-shared data may leak additional

information. E.g., we argue that reconstruction of 𝑧′ in ΠcheckTriple
does not leak information in §4.2.4, assuming that all parties have

consistent sharings at the start of the soundness considerations.

Hence, we always run subprotocol verifications before reconstruct-

ing values 𝑦′, 𝑧′ in step 7 of ΠcheckTriple (Fig. 8). Note that this

includes the consistency check for all multiplications during the

optimistic circuit evaluation. We do the necessary communication

during the prior interactive step 5. After that, the only interactions

are in step 7 of ΠcheckTriple (Fig. 8), in step 14 of Πverify (Fig. 6) and

for revealing the final output values after a successful verification.

In all three cases, we directly run the verify-step in parallel. Details

on the validity of these partially delayed verifications are provided

in the full proof in our full version [16, §E.2].

4.2.6 Security. Our resulting protocol ΠMPC runs all multiplica-

tions optimistically, then uses Πverify (Fig. 6), and if it succeeds,

reveals the output values to the parties (§4.1). Simulation of the pro-

tocol works by composing the subsimulators that we have defined

alongside all required subprotocols before, and we provide the full

formal details in the full version [16, §E.2]. The main challenge is

to show soundness of our proof and to set parameter 𝑠 accordingly.

Recall that the steps of our verification iteratively compute random

linear combinations, where we show that each step’s output has an

error that also is a random linear combination of all input errors.

The finally resulting triple is opened and the protocol aborts if it is

incorrect. Hence, it remains to be shown that with the right choice

of parameter 𝑠 , the chance that errors introduced by an adversary

vanish over Z
2
𝑘+𝑠 while iteratively doing random linear combina-

tions is negligible. Fortunately, a thorough analysis for selection

of 𝑠 is already given in [45]. Still, additional care is required to ac-

count for the use of PRFs (§3.4) instead of truly random coefficients

in [45], as [45] left this open, leading to higher cost. We defer the

details to the full version of our paper [16, §E.1]. With the analysis

regarding 𝑠 and the simulation proof, we get:

Theorem 1. Let𝐶 be a circuit,𝑚 be the number of multiplications
in the circuit, and 𝜔 ∈ N be some compression factor. For 𝑇 = 2 ·
⌈log𝜔 (3𝑚)⌉ +1 and 𝑠 ≥ max(3𝑇, 𝜎 +𝑇 ( 1

2
+ log

2
( 5
2
+ 3𝜎

𝑇
))), if𝑇 ≤ 𝜎 ,

then the following holds: ΠMPC computes 𝐶 on the inputs provided
by all parties with security with abort in the presence of an active
adversary corrupting any subset of parties P𝑗 .

4.2.7 Complexity. If we instantiate all instances ofΠrec usingΠ
king
rec ,

i.e., with the P
king

-strategy (§3.1), then in the semi-honest base

protocol, each multiplication costs only one ring (Z
2
𝑘 ) element com-

munication offline and 2𝑛 − 2 ring elements online, so ≈2 elements

per party. Thorough analysis of our verification Πverify (Fig. 6)

yields an asymptotic complexity of O(𝜎𝑘 + 𝑠 + 𝑛𝜅) bits offline

and O(log𝑚 · (𝜔2 · (𝑘 + 𝑠) + 𝜅) + 𝜎 (𝑘 + 𝑠) + 𝑛𝜅) bits online per

party. The majority stems from O(log𝑚) iterations for reducing
the vector dimensions, each using O(𝜔2) instances of ΠshareSum
and one Πrnd. Note that only the cost of batched instances of verify
grows with the number of parties 𝑛, whereD distributes a constant

number of commitments offline, whereas online, parties need to do

a pairwise exchange of hashes. Discarding 𝜎, 𝜅 as constants yields

O(𝑘 + 𝑠 + 𝑛) bits offline and O(𝑛 + log𝑚 · 𝜔2 · (𝑘 + 𝑠)) bits online
per party. Using 𝑠 ∈ O(log𝑚) (Theorem 1), we have zero amor-

tized communication per multiplication. Computation is dominated

by O(𝜔2) dot products per iteration, where computation (not com-

munication) scales with the vector dimension. This yields (3𝑚 +
3𝑚/𝜔+3𝑚/𝜔2+ . . . ) ·O(𝜔2) = O(𝑚 ·𝜔2) multiplications over Z

2
𝑘+𝑠 .

Note that [12] also supports a constant round proof by choos-

ing 𝜔 ∈ O(
√
𝑚), yielding higher communication O(

√
𝑚) instead

of O(log𝑚). This is not possible for us due to the 𝜔2
-term, which

would render our communication linear in𝑚, as in [45].
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5 Evaluation
5.1 Analytical Comparison with [12, 45]
As seen in §4.2.7, our communication complexity is O(𝑛+log𝑚 ·𝜔2 ·
(𝑘 + 𝑠)) bits per party, for𝑚 multiplications, compression factor 𝜔 ,

bit-width 𝑘 , extended bit-width 𝑘 + 𝑠 , and 𝑛 parties. If instead of our

novel proof, we would just translate the proof of [45] to our setting,

online communication per party would grow to O(𝑛 · log𝑚 ·𝜔2 · (𝑘+
𝑠)) bits. This is as [45] would let each party separately prove that it

contributes the correct part to [Γ] in §4.2.2, using 𝑛 proofs instead

of our single, collective one. Furthermore, [45] samples O(log𝑚 ·
𝜔2) public random values separately, whereas we use a PRF (§5),

reducing this to O(log𝑚) many seeds.

Using [12] on rings is possible, while not tailored to that. Yet, this

relies on Galois ring extensions, i.e., calculation on the ring Z
2
𝑘 [𝑋 ]

modulo a polynomial of degree 𝑑 = 𝜎 + O(log𝑚) for statistical
security 𝜎 . This yields an online communication of O(𝑛 · log𝑚 ·𝜔 ·
𝑘𝑑) bits per party, again suffering from 𝑛 separate proofs and the

extension factor 𝑑 , whereas complexity now only scales linearly in

the compression factor 𝜔 instead of quadratically.

In Fig. 9, we compare the concrete communication between our

verification and those from [45] (translated to our setting) and [12]

for different numbers of parties 𝑛. We consider 𝑚 = 10
6
multi-

plications on 32-bit integers (𝑘 = 32), statistical security parame-

ter 𝜎 = 40, computational security parameter 𝜅 = 128, and minimal

sufficient 𝑠 . For [12], we use the optimal compression factor 𝜔 = 2.

For our approach and [45], we use 𝜔 = 3, yielding higher commu-

nication but being required for security to ensure 𝑇 ≤ 𝜎 in §4.2.6.
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Figure 9: Verification communication overhead (per party)
for a circuit with𝑚 = 10

6 multiplications.

Our online communication per party is already better than both

other approaches for 𝑛 = 2, but especially scales significantly better

with more parties, given a low coefficient for the only linear term,

yielding almost constant communication. Both other approaches

scale visibly linearly, with [12] requiring > 497 KiB communication

per party for𝑛 = 30. Offline communication, i.e., the communication

complexity of the dealerD, scales linear with 𝑛, but is substantially

smaller than the online communication per party. The semi-honest

circuit computation phase costs 3.8 MiB offline and 3.8–7.4 MiB

online communication per party. Hence, the additional verification

communication still amortizes well for all verification approaches.

5.2 Experimental Evaluation
5.2.1 Implementation. We implement our protocol in C++, us-

ing the code of [38] as a basis for circuit representation, com-

munication layer, PRFs, etc., and make it publicly available at

https://encrypto.de/code/TheOneProof. This, to the best of our

knowledge, is the first public implementation of zk-FLIOPS in the

(𝑛 + 1)-party setting with arbitrary 𝑛. Our implementation enables

building arbitrary arithmetic circuits, on which it then runs the

semi-honest circuit computation phase, and our novel verification.

We also support to run the semi-honest phase without our checks,

yielding the passively secure baseline protocol that we will compare

to. We integrate optional parallelization using OpenMP. For Z
2
𝑘+𝑠 ,

we also utilize the Clang/GCC extensions for 128-bit integers. For

heuristical instantiation of the ROM H, we use SHA256.

5.2.2 Environment and Parameters. We benchmark on a single

server with an Intel Core i9-7960X CPU @ 2.8 GHz with 32 threads,

128 GB of DDR4 RAM@ 2666 MHz.
7
On that, we locally simulate a

networkwith up to 30+1machines, based on the network emulation

of NEON [41]. We consider a LAN setting (1 ms RTT, 1 GBit/s

bandwidth) and aWAN setting (100 ms RTT, 100 MBit/s bandwidth).

As security parameters, we use 𝜎 = 40 (statistical) and 𝜅 =

128 (computational). We use Z
2
𝑘 = Z

2
32 as computation domain

because 32-bit integers are a popular choice in classical, non-secure

computer programs. For Z
2
𝑘+𝑠 , we use Z

2
128 , i.e., 𝑠 = 96 which is

sufficiently large for all benchmarks. We mostly focus on a low

number of parties 𝑛 = 3; as will be shown in §5.2.6, the observed

behavior for 𝑛 = 3 is similar to that for larger values 𝑛.

Our benchmarks vary in the number of multiplications𝑚 in a

circuit of a certain multiplicative depth. We use a synthetic circuit

in which we evenly distribute the𝑚 multiplications across different

layers according to the desired depth. Then, after each layer of

multiplications, we add the same amount of additions to achieve

a balanced distribution between interactive and non-interactive

operations. We do not include input and output phases in our ex-

periments, given that our focus is to investigate the performance of

our verification for multiplications which only concerns the circuit

evaluation itself. By the passively secure baseline, we refer to the

protocol obtained by using the main circuit evaluation phase of our

protocol while removing all verification steps. We average over 10

iterations per experiment. Our verification iteratively decreases

vector sizes log𝜔 (3𝑚) times while each iteration’s communication

scales quadratically with 𝜔 . We experimentally establish 𝜔 = 20 as

a good tradeoff between communication and rounds.

5.2.3 Optimizations. Recall from §3.1 that shared values can be

reconstructed using either the P
king

-strategy, requiring two rounds

but constant communication per party, or using broadcasting, re-

quiring a single round but communication linear in 𝑛 per party.

This is a tradeoff between communication and round complexity.

For 𝑛 = 2, both variants require sending 2 ring-elements. Hence, we

always use broadcasting there. Otherwise, we observe that some

steps of the verification (§4.2), especially instances ofΠrnd to sample

random coefficients, require low, constant communication. In such

cases, we use broadcasting to save one communication round. Other-

wise, we use the P
king

-strategy. Compared to exclusively using the

P
king

-strategy, this causes only a minor increase in communication.

5.2.4 Overhead over Passively-Secure Computation. Our core ques-
tion is how much overhead our verification adds on top of the

7
All experiments allocated < 5.4 GiB memory per party, and for 10

6
multiplications,

< 1.1 GiB were allocated per party.

https://encrypto.de/code/TheOneProof
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Table 3: Comparison between the passively secure baseline and our actively secure protocol, using our novel verification, with
the verification’s total overhead over the baseline (for communication, regarding the total value across all 𝑛 parties and the
dealer). Benchmark for𝑚 = 10

6 multiplications and 𝑛 = 3 parties. Communication and run times provided as offline + online.
Offline communication is what is sent by the dealer, online communication is reported per party.

LAN WAN LAN WAN

passive 3.81 + 5.09 20 0.13 + 0.11 0.91 + 1.89 0.14 + 0.09 0.91 + 1.80

active 3.82 + 5.13 45 0.27 + 0.61 1.07 + 3.78 0.30 + 0.28 1.07 + 3.27

overhead +0.7% +125.0% +268.7% +73.4% +149.2% +60.2%
passive 3.81 + 5.09 60 0.12 + 0.11 0.93 + 3.71 0.14 + 0.08 0.94 + 3.64

active 3.82 + 5.13 85 0.26 + 0.60 1.07 + 5.58 0.29 + 0.27 1.06 + 5.09

overhead +0.7% + 41.7% +273.7% +43.2% +147.9% +34.3%
passive 3.81 + 5.09 200 0.13 + 0.18 0.92 + 10.77 0.14 + 0.14 0.92 + 10.69
active 3.82 + 5.13 225 0.26 + 0.67 1.06 + 12.64 0.29 + 0.33 1.06 + 12.14

overhead +0.7% + 12.5% +204.2% +17.2% +118.6% +13.7%

circuit

depth

communication

(MiB)

online

rounds

run time (s) — 1 thread run time (s) — 8 threads

10

30

100

passively secure baseline protocol. In Tab. 3, we provide our ex-

perimental results for𝑚 = 1 million multiplications with different

circuit depths. As can be seen from this table, the communication

overhead is very small at only 0.7%. Yet, the iterative nature of our

verification yields a noticeable overhead of 25 additional commu-

nication rounds which, depending on the circuit depth, amortizes

well only for deeper circuits. Investigating the tradeoff between

communication, rounds, and the required computation, we proceed

to analyze the resulting run times. Local computation, if not par-

allelized, is the bottleneck in a LAN setting, yielding an up to 4×
increase of total run time. This can be explained by our verification,

while not using expensive field operations, still handling large dot

products with computation scaling linearly with the number of

multiplications. This is similar as in [45], reporting an increase of

run time by even 8.4× in their respective setting. By parallelizing

over 8 threads, we are able to decrease the verification overhead

to +149%, yielding actively secure computation at less than 3× the

run time of passively secure MPC.
8
In a WAN setting, the impact

of local computation decreases so that our verification comes at

only +73% overhead for circuit depth 10, decreasing down to +17%
for depth 100. Using 8 threads decreases this further, down to be-

low +14% for depth 100. In conclusion, our verification enables

achieving active security at a low cost, especially well suited for

minimizing communication volume, or overall run time in a WAN.

5.2.5 Scalability w.r.t. Circuit Size. Scalability with the number of

multiplications𝑚 is investigated in Tab. 4 for circuit depth 30. The

communication overhead of our verification decreases for increas-

ing𝑚, amortizing away the additional cost permultiplication.When

used over sufficiently many𝑚, this overhead becomes insignificant,

amounting to only 0.7% for 𝑚 = 1M or even 0.1% for 𝑚 = 10M

multiplications. The round complexity slightly increases as it scales

linearly with log𝜔𝑚. Regarding run times, the verification adds less

overhead for fewer multiplications in the LAN setting, primarily

given the decrease in local computation workload. In a WAN, we

8
Our code parallelizes the passively secure baseline and the verification. Yet, the impact

on verification is higher as this has a significantly higher computation workload.

observe that the low amortized communication overhead also leads

to lower overhead on very big circuits, reaching active security

for𝑚 = 10M multiplications at only 26% run time overhead.

Table 4: Actively secure protocol vs. the passive baseline for𝑚
multiplications. Results include offline and online. Commu-
nication is over all parties and dealer. Benchmark for circuit
depth 30 and 𝑛 = 3 parties, with 8 threads each.

LAN WAN

passive 0.02 60 0.04 3.19

active 0.08 79 0.05 4.17

overhead +298.9% +31.7% + 37.9% +30.9%
passive 0.19 60 0.04 3.19

active 0.27 82 0.06 4.34

overhead + 41.6% +36.7% + 49.7% +35.8%
passive 1.91 60 0.05 3.55

active 2.01 85 0.10 4.89

overhead + 5.4% +41.7% + 93.3% +37.8%
passive 19.07 60 0.22 4.58

active 19.20 85 0.56 6.15

overhead + 0.7% +41.7% +147.9% +34.3%
passive 190.74 60 1.99 13.87

active 190.87 88 5.17 17.51

overhead + 0.1% +46.7% +159.7% +26.2%

𝑚
comm.

(MiB)

online

rounds

run time (s)

1K

10K

100K

1M

10M

5.2.6 Scalability w.r.t. the Number of Parties𝑛. In Fig. 10, we investi-
gate scalability with 𝑛. Communication per party and dealer remain

mostly constant, with the verification adding negligible overhead

over the passively secure baseline. Regarding low 𝑛, one passively

secure multiplication costs on average (2𝑛 − 2)/𝑛 ring elements per

party, explaining an initial increase up to some constant bound. The

discontinuity in run time for 𝑛 = 2 is due to each reconstruction
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using 1 instead of 2 rounds there (§5.2.3). While we have seen in §5.1

that the dealer’s communication for verification scales linearly in 𝑛,

this is unnoticeable here as the passively secure part is dominant.

Run time still increases for more parties. We attribute that to a

higher complexity of handling incoming and outgoing traffic, given

that this needs to account for an increasing number of network

connections, while local computation specific to the protocol re-

mains the same. The verification overhead remains comparable for

different 𝑛, being 211%–274% in LAN and 43%–57% in WAN.
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Figure 10: Scalability for varying number of parties 𝑛, com-
munication split into offline (sent byD) and online (sent per
party). Bars are split into the passively secure baseline (blue)
and verification overhead (orange). Benchmark for𝑚 = 10

6

multiplications, circuit depth 30, and 1 thread per party.

5.2.7 Remark on zk-FLIOPS with Galois Ring Extensions. While [12]

considers the same (𝑛 + 1)-party setting as our work, it uses Galois

ring extensions to support Z
2
𝑘 while its construction is designed

primarily for finite fields, and provides no implementation. To the

best of our knowledge, there also exists no other implementation

of MPC using zk-FLIOPS in the 𝑛 + 1-party setting. Still, besides

more expensive verification, especially w.r.t. 𝑛 as discussed in §5.1,

computation on a Galois ring extension adds significant overhead as

observed in, e.g., [23, 45]. In a three-party honest majority setting,

with𝑚 = 10
6
and depth 10, [45] observed a run time overhead of

43.4× in LAN and 4.5× in WAN over a zk-FLIOP tailored for rings.

5.2.8 Comparison with Asterisk [38]. In Tab. 5, we compare our

protocol with Asterisk [38]. For fairness, we benchmark the imple-

mentation of [38] in our environment, using 40 bit values as [38] re-

quires 𝑘 ≥ 𝜎 . Our protocol improves over Asterisk in all metrics. We

improve the offline communication by ≈ 4× and online communi-

cation by 1.2×, because we do not use MACs, but a verification that

amortizes well with the number of multiplications. Regarding run

time, while the verification of Asterisk runs in constant rounds, we

have faster local computation as we do not require field arithmetic.

We improve offline run time by ≈ 30× in the computation-bound

LAN and ≈ 9× in a WAN, and improve online run time by ≈ 3.5× in
LAN and ≈ 1.3× in WAN. While Asterisk could also be translated

to rings, using the SPDZ
2
𝑘 trick [22] to decrease computational

workload, this would require carrying out each individual multipli-

cation over Z
2
𝑘+𝜎 . That would further increase communication by

another 80% here, including the online phase.

Table 5: Comparison of our protocol with Asterisk [38], of-
fline + online phase (communication per party) for 𝑛 = 3

parties and 𝑚 = 10
6 multiplications. We use 1 thread per

party as the code of Asterisk has no parallelization.

LAN WAN

[38] 15.26 + 6.36 8.25 + 2.20 9.91 + 5.12

ours 3.82 + 5.13 0.27 + 0.61 1.07 + 3.78

impr. 4.0× + 1.2× 30.1× + 3.6× 9.2× + 1.4×
[38] 14.62 + 6.36 8.03 + 2.19 9.67 + 7.23

ours 3.82 + 5.13 0.26 + 0.60 1.07 + 5.58

impr. 3.8× + 1.2× 31.1× + 3.6× 9.0× + 1.3×
[38] 14.40 + 6.36 7.89 + 2.12 9.53 + 16.33
ours 3.82 + 5.13 0.26 + 0.67 1.06 + 12.64
impr. 3.8× + 1.2× 29.8× + 3.2× 9.0× + 1.3×

circ.

depth

protocol

communication

(MiB)

run time (s)

10

30

100

5.2.9 Additional Benchmarks and Comparisons. In the appendix,

we provide further benchmarks. A generalization of our proto-

col to dot products is introduced and benchmarked in the full

version of our paper [16, §F]. We compare our protocol to [45]

and SPDZ
2
𝑘 [22] also in our full version [16, §G].

6 Conclusion
Our work shows how to efficiently achieve active security for a

dishonest majority, assisted by a trusted dealer, with a very little

communication overhead over passive security. We unify and opti-

mize previous approaches that were either for dishonest majority

or optimized for rings Z
2
𝑘 , but not both. Hence, we create the first

protocol for dishonest majority with a dealer that is optimized for

rings. Our core technical contribution is a new single distributed

zero-knowledge (DZK) proof that verifies correctness of the com-

putation for all parties, reaching good scalability to many parties

for the first time in the domain of DZK for actively secure MPC.

We also provide the first DZK implementation for arbitrary many

parties and showcase practicality of our protocol, improving over

state-of-the-art solutions.
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A Open Science
All artifacts of this paper are publicly available under the MIT

license on GitHub (https://encrypto.de/code/TheOneProof) and, al-

ternatively, Zenodo (https://doi.org/10.5281/zenodo.22011889). These

repositories both contain the following parts:

• Implementation of the passively secure baseline protocol

and our new actively secure variant, including the novel

zk-FLIOP implementation, and protocol variants from the

full version [16, §F] supporting dot products.

• Scripts to locally emulate realistic network behavior, based

on those provided by [41].

• Benchmark implementations.

• Documentation on building, executing, and benchmarking

the protocols.

• An optional Dockerfile for testing in a container.

• Scripts to re-benchmark the original implementations of

related works [22, 38, 45] for the comparisons in §5.2.8 and

our full version [16, §G], including small changes and fixes in

https://eprint.iacr.org/2026/1741
http://yhuangpress.files.wordpress.com/2014/02/dissertation.pdf
https://encrypto.de/code/TheOneProof
https://doi.org/10.5281/zenodo.22011889
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the code to ensure a fair comparison (e.g., change the integer

resolution and apply our network emulation tooling).

Our benchmarks use synthetic circuits as introduced in §5.2.2. All

inputs are set to synthetic values for benchmarking, because MPC

protocols run oblivious of concrete input values as they need to be

data-oblivious, yielding consistent performance on any input.

B Note on Ethical Considerations
This work raises no ethical concerns. It introduces a novel MPC

protocol to evaluate generic arithmetic circuits. When running

computation on sensitive data of multiple parties, our protocol

provides the opportunity to preserve privacy of the data. For our

evaluation, we consider synthetic circuits without proposing a

concrete use for a certain application. Furthermore, benchmarks are

run on fully synthetic data. Overall, we identify no ethical concerns.

C Additional Building Blocks
C.1 Inputs
A party P𝑗 can [·]-share its private input 𝑥 as follows, using a sub-

protocol Πinput: First, D,P𝑗 sample 𝜆
𝑗
𝑥 ∈R Z

2
𝑘 . Shares 𝜆ℓ𝑥 for ℓ ≠ 𝑗

are set to 0 by the corresponding parties. Then,P𝑗 sendsm𝑥 = 𝑥−𝜆 𝑗𝑥
to all parties. Finally, all pairs of parties exchangeH of theirm𝑥 and

abort in case of a mismatch. This is batched over many instances.

Security: The subsimulator is given a value 𝑥 to share if P𝑗 is not
corrupted and then follows the protocol specification. Note that an

adversary is unable to distinguish between subsimulation/protocol

execution with different 𝑥 as the transmitted value is masked by 𝜆
𝑗
𝑥 ,

unknown to the adversary. If P𝑗 is corrupted, the subsimulator

also follows the protocol specification. In this case, note that if P𝑗
provides inconsistent m𝑥 , the hash-based check will lead to an

abort except for negligible probability. As an additional property,

note that from consistentm𝑥 and knowledge of 𝜆𝑖𝑥 , the subsimulator

can derive the plaintext value 𝑥 .

C.2 Outputs
For reconstruction value 𝑥 of a sharing [𝑥], the intuition is to sim-

ply use Πactive
rec on ⟨𝜆𝑥 ⟩ to learn 𝜆𝑥 . Then, we can set 𝑥 = m𝑥 + 𝜆𝑥 .

Yet, for security, we need to rerandomize ⟨𝜆𝑥 ⟩ before. Generally, to
reconstruct some ⟨𝑎⟩, we proceed as follows: P𝑗 ,D for 1 ≤ 𝑗 < 𝑛

non-interactively sample random shares ⟨𝑟 ⟩𝑗 . Then, D computes

and sends to P𝑛 share ⟨𝑟 ⟩𝑛 s.t. the sum over all shares is 𝑟 = 0.

Hence, ⟨𝑟 ⟩ is a random sharing subject to 𝑟 = 0. We simply com-

pute ⟨𝑎 + 𝑟 ⟩, reconstruct this instead of ⟨𝑎⟩ using Πactive
rec , and we

call the resulting protocol Πactive,rerand
rec .

Security: Security is similar as for Πactive
rec (§3.1). Yet, we let the sub-

simulator here receive as input 𝑎′ which is the anticipated output

and matches the real world execution (it is up to the context of the

simulator calling this subsimulator to determine 𝑎′). The subsimu-

lator uses ⟨𝑎⟩ to derive the actually represented value 𝑎′, having
access to all shares through D. Then, it simulates the computa-

tion of ⟨𝑟 ⟩, following the description above. It identifies one honest

party Pℎ and modifies ⟨𝑟 ⟩ℎ by adding 𝑎′ − 𝑎, yielding ⟨𝑟 ′⟩. Then, it
proceeds to follow the protocol specification. Regarding simulation

of Πactive
rec , note that it runs on ⟨𝑎 + ⟨𝑟 ′⟩⟩ which is not a sharing

where all shares are random. Still, we observe that the shares are

random subject to summing up to 𝑎+𝑟 ′ = 𝑎′ which suffices to render

the reconstruction secure. Depending on the instantiation of Πrec,

corrupted parties only receive 𝑎′ for an honest P
king

or ⟨𝑎⟩𝑗 + ⟨𝑟 ′⟩𝑗
for all honest parties P𝑗 . The first case is the same between real and

ideal execution. For the second case, through ⟨𝑟 ′⟩ only the sum over

all values is not random, but fully determined by 𝑎′ and the shares

held by the corrupted parties, again yielding indistinguishability

between real and ideal execution.
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